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m = MXNet("mnist.py", 'U'—t;(ﬁﬁ%
role=role,

train_instance_count=1,
train_instance_type="ml.c4.xlarge",

—
L\

hyperparameters={'batch_size': 100, 5951'
'epochs': 20,
i FEETIL
'log_interval': 106}) EJ”?(I"%FHT—/J"O)ﬁ*R

fit m.fit(inputs)

deploy [ T —5 FEETI

predictor = m.deploy(initial_instance_count=1, instance_type='m|.m4.x|arge') ¢

T

\'l

predict

response = predictor.predict(data)
print int(response) Yy Janly 4 LRARR
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m = MXNet("mnist.py",

role=role,

train_instance_count=1, MXN Eta)

train_instance_type="ml.c4.xlarge", _

hyperparameters={'batch_size': 100, M N ISTa)
'epochs': 20, —— —
'learning_rate': 0.1, GIUO“':T}L

'momentum’: 0.9,

'log_interval': 100}) https://goo.gl/Sjsnc5

ET LMD fit
m.fit(inputs)

HEEmT > > predictorELTHERE: deploy

predictor = m.deploy(initial_instance_count=1, instance_type="'ml.m4.xlarge")

HEERDZEIT: predict

| response = predictor.predict(data)
print int(response)




:E?)bma)iﬂ?. -Ij-.\/jo)l/ 2

m = MXNet("cifar10.py",

role=role,

train_instance_count=2, M x N Et 0)

train_instance_type="ml.p2.xlarge", EE—

hyperparameters={'batch_size': 128, learloq? e
'epochs': 50, ResNetE®7TI/L
'learning_rate': 0.1,
'momentum': 0.9}) https://go0.gl/DQhQCP

ET LMD fit
m.fit(inputs)

HEEmT > > predictorELTHERE: deploy

predictor = m.deploy(initial_instance_count=1, instance_type="'ml.m4.xlarge")

HEERODETT: predict

| fori, img in enumerate(image_data):
response = predictor.predict(img)
print(‘image {}: class: {}'.format(i, int(response)))




E5 )Lmnist _estimator® &k H )L 3

mnist_estimator = TensorFlow(entry_point="mnist.py', Tensorflow?

role=role,
training_steps=1000, - MNIST
evaluation_steps=100, ﬁﬁ&:z 7-_0 L

train_instance_count=2,
train_instance_type="'ml.c4.xlarge') https://goo.gl/otk9Cd

£ J)Lmnist_estimator®iljfE: fit

mnist_estimator.fit(inputs)

HEER T2 mnist_predictoréL TERfE: deploy

mnist_predictor = mnist_estimator.deploy(initial_instance_count=1,
instance_type="'ml.m4.xlarge")

HERmDETT: predict

predict_response = mnist_predictor.predict(tensor_proto)




£ JLestimator® & Rk

~ $ 4
estimator = TensorFlow(entry_point="resnet_cifar_10.py', -lj- ~
source_dir=source_dir,
olewrdle Tensorflow®
hyperparameters={'min_eval_frequency': 10}, i cifa ri O 0)

training_steps=1000, evaluation_steps=100, _—
train_instance_count=2, train_instance_type='ml.c4.xlarge’, ResNetE7 /L

base_job_name="tensorboard-example') https://qoo.qgl/yRzhTE

£ )Lestimator®i)l|fE: fit

estimator.fit(inputs, run_tensorboard_locally=True)

HEimT > predictoréL THEE{E: deploy

predictor = estimator.deploy(initial_instance_count=1, instance_type='ml.m4.xlarge")

HEERODETT: predict

| response = predictor.predict(data)
print int(response)
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SageMaker Built-in Algorithm
X, Vo oxSRBEINT-L

[0 Linear Learner https://goo.gl/4G9sV8

[0 Factorization Machines https://goo.gl/jJ9c3T

[0 XGBoost Algorithm https://goo.gl/GDnlLgd

[0 Image Classification Algorithm https://goo.gl/nc3k2k
[0 SageMaker Sequence2Sequence https://goo.gl/McXLj2
[0 K-Means Algorithm https://goo.gl/V2HWiy

0 Principal Component Analysis https://goo.gl/cXFGPF

[0 Latent Dirichlet Allocation (LDA) https://goo.gl/X6n54E

'I:III

[0 Neural Topic Model (NTM) https://goo.gl/Fgbdhg
[0 DeepAR Forecasting https://goo.gl/gtsyQ6
O BlazingText https://goo.gl/Yktcm1

https://goo.gl/9xZdL4



https://goo.gl/4G9sV8
https://goo.gl/jJ9c3T
https://goo.gl/GDnLgd
https://goo.gl/nc3k2k
https://goo.gl/McXLj2
https://goo.gl/V2HWiy
https://goo.gl/cXFGPF
https://goo.gl/X6n54E
https://goo.gl/Fgbdhg
https://goo.gl/gtsyQ6
https://goo.gl/Yktcm1

containers = {'us-west-2": '174872318107.dkr.ecr.us-west-2.amazonaws.com/linear-learner:latest’,
'us-east-1": '382416733822.dkr.ecr.us-east-1.amazonaws.com/linear-learner:latest’,
'us-east-2': '404615174143.dkr.ecr.us-east-2.amazonaws.com/linear-learner:latest’,
'eu-west-1": '438346466558.dkr.ecr.eu-west-1.amazonaws.com/linear-learner:latest'}

import boto3
import sagemaker

sess = sagemaker.Session()

linear = sagemaker.estimator.Estimator(containers[boto3.Session().region_name],
role,
train_instance_count=1,
train_instance_type='ml.c4.xlarge’,
output_path=output_location,

sagemaker_session=sess) An Introduction to
linear.set_hyperparameters(feature_dim=784, Linear Learner
predictor_type="binary_classifier’, with MNIST

mini_batch_size=200)

linear.fit({'train': s3_train_data})

linear_predictor = linear.deploy(initial_instance_count=1,
instance_type="ml.m4.xlarge")

result = linear_predictor.predict(train_set[0][30:31])
print(result)
https://goo.gl/URsZqV



containers = {'us-west-2": '174872318107.dkr.ecr.us-west-2.amazonaws.com/factorization-machines:latest',
'us-east-1": '382416733822.dkr.ecr.us-east-1.amazonaws.com/factorization-machines:latest’,
'us-east-2": '404615174143.dkr.ecr.us-east-2.amazonaws.com/factorization-machines:latest’,
'eu-west-1": '438346466558.dkr.ecr.eu-west-1.amazonaws.com/factorization-machines:latest'}

import boto3 —
import sagemaker

sess = sagemaker.Session()

fm = sagemaker.estimator.Estimator(containers[boto3.Session().region_name],
role,
train_instance_count=1,
train_instance_type="'ml.c4.xlarge’,
output_path=output_location,
sagemaker_session=sess)
fm.set_hyperparameters(feature_dim=784,
predictor_type='binary_classifier’,
mini_batch_size=200,
num_factors=10)
An Introduction to

fm.fit({'train": s3_train_data}) Factorization Machines
with MNIST

fm_predictor = fm.deploy(initial_instance_count=1,
instance_type="'ml.m4.xlarge")

re;ult = fm_predictor.predict(train_set[0][30:31])
print(result) https://goo.gl/u2UDvq



# select the algorithm container based on this notebook's current location
containers = {
'us-west-2": '266724342769.dkr.ecr.us-west-2.amazonaws.com/Ida:latest’,
'us-east-1":'766337827248.dkr.ecr.us-east-1.amazonaws.com/Ida:latest’,
'us-east-2':'999911452149.dkr.ecr.us-east-2.amazonaws.com/Ida:latest’,
'eu-west-1":'999678624901.dkr.ecr.eu-west-1.amazonaws.com/lda:latest’
}

region_name = boto3.Session().region_name
container = containers[region_name]

print('Using SageMaker LDA container: {} ({})'.format(container, region_name))

session = sagemaker.Session()

# specify general training job information
Ida = sagemaker.estimator.Estimator(

container,

role,

output_path="s3://{}/{}/output'.format(bucket, prefix), An Introduction to
train_instance_count=1,

train_instance_type="'ml.c4.2xlarge’, SageMaker LDA

sagemaker_session=session,

https://goo.gl/rGgbl]9o



# set algorithm-specific hyperparameters

Ida.set_hyperparameters(
num_topics=num_topics,
feature_dim=vocabulary_size,
mini_batch_size=num_documents_training,
alpha0=1.0,

)

# run the training job on input data stored in S3
Ida.fit({'train': s3_train_data})

Ida_inference = Ida.deploy(
initial_instance_count=1,
instance_type='ml.m4.xlarge', # LDA inference may work better at scale on ml.c4 instances

)

results = Ida_inference.predict(documents_test[:12]) An Introduction to
SageMaker LDA

print(results)

https://goo.gl/rGgbl]9
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MXNet Model Zoo (FIIFEEFHDETILEY)

0 CNN
B ImageNet
CIFAR10
PASCAL VOC
UCF101
Places2
Multimedia Commons

NN
Penn Treebank (PTB)
Shakespeare

IMDB reviews
Facebook bAbI

]
HEEEENNENENENNHN

~ https://mxnet.apache.org/model_zoo/index.html


http://image-net.org/
https://www.cs.toronto.edu/~kriz/cifar.html
http://host.robots.ox.ac.uk/pascal/VOC/
http://crcv.ucf.edu/data/UCF101.php
http://places2.csail.mit.edu/download.html
https://aws.amazon.com/public-datasets/multimedia-commons/
https://catalog.ldc.upenn.edu/LDC95T7
http://cs.stanford.edu/people/karpathy/char-rnn/
https://getsatisfaction.com/imdb/topics/imdb-data-now-available-in-amazon-s3
https://research.facebook.com/researchers/1543934539189348

Gluon Model Zoo (FlIF#EEFEHDETILEY)

0 AlexNet

[J DenseNet

[J Inception V3
[J ResNet V1
[J ResNet V2
] SqueezeNet
O VGG

1 MobileNet

[0 MobileNetV2

https://goo.gl/rWP062


https://arxiv.org/abs/1404.5997
https://arxiv.org/abs/1608.06993
http://arxiv.org/abs/1512.00567
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1602.07360
https://arxiv.org/abs/1409.1556
https://arxiv.org/abs/1704.04861
https://arxiv.org/abs/1801.04381

Tensorflow Estimator

“Tensorflow, Machine Learning and Learning to
learn” Sherry Moore


https://www.tensorflow.org/programmers_guide/estimators
https://goo.gl/Gr2jvX

. &4— Models in a box
Canned Estimators

<
tf.layers

TensorFlow Distributed Execution Engine

Build models




conv 5x5 (relu)
max pool 2x2
conv 5x5 (relu)
max pool 2x2
dense (relu)

dropout 0.5

dense (linear)

T

o

tf.

tf.

tf.

tf

tf.

. layers.
. layers.
layers.
layers.
layers.
. layers.

layers.

(x, kernel_size=[5,5], ...)
(x, kernel_size=[2,2],
(x, kernel_size=[5,5], ...)
(x, kernel_size=[2,2],
(x, activation_fn=tf.nn.relu)
(x, 6.5)

(x)




Estimator

inputs, labels eval_op

predictions




Estimator

inputs, labels

Sessions,
Graphs,
Loops




area = real_valued_column(“square_foot”),
rooms = real_valued_column(“num_rooms”),
zip_code = sparse_column_with_integerized_feature(“zip_code”, 100000)

regressor = LinearRegressor(feature_columns=[area, rooms, zip_code])

classifier.fit(train_input_fn)

classifier.evaluate(eval_1input_fn)




estimator.evaluate() estimator.train()

/ )

start TensorFlow server




TF_CONFIG = {
Reluster™:s {1
"chief": ["chief.example.com:2222"],
"worker": ["workerO.example.com:2222",
"workerl.example.com:2222",
"worker2.example.com:2222"],
"ps": ["psO.example.com:2222",
"psl.example.com:2222"]
s
"task": {"type": "worker", "index": 1},

"model_d1ir": "/path/to/model",




# Create an Estimator

est = tf.estimator.Estimator(...)

# Start training, eval, or PS
tf.estimator.train_and_evaluate(

est,

training_input_fn=..., # Specify training 1inputs

[EvalSpec(eval_input_fn, ...)]) # Specify eval configuration

# This code can run on all nodes
# Configured by environment TF_CONFIG
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https://goo.gl/pHP713


https://cloud.google.com/products/machine-learning/

AITDHDEOD
Google AutoML

O XH. Google Tld Cloud AutoML =HFLET, Cloud
AutoML (&, #HEE A Al OY—AM[ESNI-IRETE.
Iearnmq2|earn PERFZE OIS ELGHEMTEFRL.
5$§®mnnﬁfﬁxl)—‘7’fxéhf‘ HEEETILOEES

BEICLET . TG AMO)Y—REHFH-LHLEEIZTENT
%/WWL@ Al SR TLEEETE, 612X A IR
N—FDEEHREZEHY. AL FROEZLITSY—ILEL
HoETHIFLTLVET,

https://goo.gl/pHP71]13


https://www.safaribooksonline.com/library/view/oreilly-artificial-intelligence/9781491985250/video314918.html
https://en.wikipedia.org/wiki/Transfer_learning

Cloud AutoML Vision

Train Custom Machine
Learning Models R

Cloud AutoML is a suite of Machine Learning products that
— m |

enables developers with limited machine learning expertise to

train high quality models by | ing Google’s state of the art - - —
rain high quality models by leveraging Google’s state of the ar
1= =< e I

transfer learning, and Neural Architecture Search technology.

Generate high quality training data 5
v/
You can use Google’s human labeling service to annotate or clean your image labels M
to make sure your models are being trained on high-quality data. © 4
Dog
Bench———

https://cloud.google.com/automl/



Learning to Learn

“Tensorflow, Machine Learning and Learning to
learn” Sherry Moore


https://goo.gl/Gr2jvX

Lix

ETILOEEFAER Learn2learn

E{&:R# D Inception Model

Rethinking the Inception Architecture for Computer Vision

Christian Szegedy, Vincent Vanhoucke, Sergey loffe, Jonathon Shlens, Zbigniew Wojna
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Sample architecture A with probability p

Trains the child network
with architecture A to get
accuracy R

The Controller (RNN)

Compute gradient of p and scale it by R
to update the controller

Neural Architecture Search using

Reinforcement Learning,
Barret Zoph and Quoc Le.
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Sample update rule U with probability p

v

Trains the child network
with update rule U to get
accuracy R

The Controller (RNN)

Compute gradient of p and scale it by R
to update the controller

Neural Optimizer Search using

Reinforcement Learning,
Irwan Bello, Barret Zoph, Vijay Vasudevan, and Quoc Le.




Optimizer Final Val Final Test Best Val Best Test
SGD 92.0 91.8 929 91.9
Momentum 92.7 92.1 93.1 g '
ADAM 90.4 90.1 91.8 y—
RMSProp 90.7 90.3 91.4 90.3
[e¥Enlg)ssign(m) 4 clin(g,107%)] x g 92.5 924 93.8 93.1
clip(m, 107%) « ¢” 93.5 92.5 93.8 92.7
m* e’ 93.1 92.4 93.8 92.6
g * e*isn(9)+sign(m) 93.1 92.8 93.8 92.8
drop(g, 0.3) * e*i&n(g)*sign(m) 92.7 92.2 93.6 92.7
xed 93.1 92.5 93.6 92.4
drop(, 0.1)/(e?" + €) 92.6 92.4 93.5 93.0
drop(g,0.1) = e*&n(9)+sign(m) 92.8 92.4 93.5 922
clip(RMSProp, 10™%) + drop(ri, 0.3) 90.8 90.8 91.4 90.9
ADAM «x e*ign(9)*sign(m) 92.6 92.0 93.4 92.0
ADAM = ™ 92.9 92.8 93.3 92.7
g + drop(m, 0.3) 93.4 929 93.7 929
drop(ri2,0.1) * €7 92.8 92.7 93.7 92.8
g — clip(g®,10™1) 93.4 92.8 93.7 92.8
ed —e™ 93.2 92.5 93.5
drop(m,0.3) * e 93.2 93.0 93.5 D3.2

Table 1. Performance of Neural Optimizer Search and standard optimizers on the Wide-ResNet architecture (Zagoruyko & Komodakis,
2016) on CIFAR-10. Final Val and Final Test refer to the final validation and test accuracy after for training for 300 epochs. Best Val
corresponds 1o the best validation accuracy over the 300 epochs and Best Test is the test accuracy at the epoch where the validation
accuracy was the highest.




Large-Scale Evolution of Image Classifiers

Go gle Esteban Real, Sherry Moore, Andrew Selle, (o gle

Saurabh Saxena, Yutaka Leon Suematsu, ‘
é@ Jie Tan, Quoc Le, Alex Kurakin éﬁ‘




Pick 2 at random
Kill worst
Select best as parent

Copy-mutate parent
Train, evaluate child




Insert convolution
Remove convolution
Insert nonlinearity
Remove nonlinearity
Add-skip

Remove skip

Alter strides

Alter number of channels
Alter horizontal filter size
Alter vertical filters size
Alter Learning Rate
|dentity

Reset weights




Initialize with trivial models

Repeat evolutionary step

Get fully trained model




94.6
91.8

85.3

test accuracy (%)

22.6

0.9 28.1 70.2 wall time (hours) 256.2




Compared with Hand-designed Models

STUDY PARAMS. Cl10+ Cl100+  WITHIN?
MAXOUT (GOODFELLOW ET AL., 2013) - 90.7% 61.4% NoO
NETWORK IN NETWORK (LIN ET AL., 2013) - 91.2% - No
ALL-CNN (SPRINGENBERG ET AL., 2014) 1.3M 92.8% 66.3% YES
DEEPLY SUPERVISED (LEE ET AL., 2015) - 92.0% 65.4% No
HIGHWAY (SRIVASTAVA ET AL., 2015) 2.3 M 92.3% 67.6% NoO
RESNET (HE ET AL., 2016) 1.7M  93.4% 72.8%! YES
54M 94.6%
EVOLUTION (OURS) 40.4 M 76.0% N/A
WIDE RESNET 28-10 (ZAGORUYKO & KOMODAKIS, 2016) 36.5M 96.0% 80.0% YES
WIDE RESNET 40-10+D/0 (ZAGORUYKO & KOMODAKIS, 2016) 50.7 M 96.2% 81.7% No

DENSENET (HUANG ET AL., 2016A) 25.6 M 96.7% 82.8% No




Comparison with Other Architecture Search Methods

STUDY STARTING POINT CONSTRAINTS POST-PROCESSING PARAMS. Cl10+ C100+
BAYESIAN 3 LAYERS FIXED ARCHITECTURE, NO NONE - 90.5% -
(SNOEK SKIPS
ET AL., 2012)
Q-LEARNING - DISCRETE PARAMS., MAX. TUNE, RETRAIN 11.2M  93.1% 72.9%
(BAKER NUM. LAYERS, NO SKIPS
ET AL., 2016)
RL (ZoPH & 20 LAYERS, 50% DISCRETE PARAMS., SMALL GRID 2.5M 94.0% -
LE, 2016) SKIPS EXACTLY 20 LAYERS SEARCH, RETRAIN
RL (ZOPH & 39 LAYERS, 2 POOL | DISCRETE PARAMS., ADD MORE FILTERS, 37.0M  96.4% -
LE, 2016) LAYERS AT 13 AND EXACTLY 39 LAYERS, 2 SMALL GRID

26, 50% SKIPS POOL LAYERS AT 13 AND 26 || SEARCH, RETRAIN

5.4M 94.6%

EVOLUTION SINGLE LAYER, POWER-OF-2 STRIDES NONE 40.4 M 77.0%
(OURS) ZERO CONVS. ENSEMB.
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