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CIFAR10 TensorFlow (—&p)

202 # convl
with tf.variable_scope('convl') as scope:
kernel = _variable_with_weight_decay('weights',
shape=[5, 5, 3, 64],
stddev=5e-2,

wd=None)
conv = tf.nn.conv2d(images, kernel, [1, 1, 1, 1], padding='SAME')
biases = _variable_on_cpu('biases', [64], tf.constant_initializer(0.0))

pre_activation = tf.nn.bias_add(conv, biases)
convl = tf.nn.relu(pre_activation, name=scope.name)
_activation_summary(convl)

# pooll
pooll = tf.nn.max_pool(convl, ksize=[1, 3, 3, 1], strides=[1, 2, 2, 1],
padding="'SAME', name='pooll')
# norml
norml = tf.nn.lrn(pooll, 4, bias=1.0, alpha=0.001 / 9.0, beta=0.75,
name='norml')

https://goo.gl/9nft6Q



CIFAR10 keras

model
model

model.

model
model

model.

model

model
model

model.
model.

model
model

model

model.

model
model

model.
model.

= Sequential()

.add(Conv2D(32, (3, 3), padding='same',
input_shape=x_train.shape[1:]))

add(Activation('relu'))

.add(Conv2D(32, (3, 3)))

.add(Activation('relu'))

add (MaxPooling2D(pool_size=(2, 2)))

.add(Dropout(0.25))

.add(Conv2D(64, (3, 3), padding='same'))
.add(Activation('relu'))

add(Conv2D(64, (3, 3)))
add(Activation('relu'))

.add (MaxPooling2D(pool_size=(2, 2)))
.add(Dropout(0.25))

.add(Flatten())
add(Dense(512))
.add(Activation('relu'))
.add(Dropout(0.5))
add(Dense(num_classes))
add(Activation('softmax"'))

https://goo.gl/PQmKqgB



CIFAR10 MXNET(Resnet)

115 data = mx.sym.BatchNorm(data=data, fix_gamma=True, eps=2e-5, momentum=bn_mom, name='bn_data"')
(nchannel, height, width) = image_shape
if height <= 32: # such as cifarl@

body = mx.sym.Convolution(data=data, num_filter=filter_list[@], kernel=(3, 3), stride=(1,1), pad=(1, 1),
no_bias=True, name="conv@", workspace=workspace)
else: # often expected to be 224 such as imagenet
body = mx.sym.Convolution(data=data, num_filter=filter_list[@], kernel=(7, 7), stride=(2,2), pad=(3, 3),
no_bias=True, name="conv@", workspace=workspace)

body = mx.sym.BatchNorm(data=body, fix_gamma=False, eps=2e-5, momentum=bn_mom, name='bn@')
body = mx.sym.Activation(data=body, act_type='relu', name='relu@')
body = mx.sym.Pooling(data=body, kernel=(3, 3), stride=(2,2), pad=(1,1), pool_type='max')

for i in range(num_stages):
body = residual_unit(body, filter_list[i+1], (1 if i==@ else 2, 1 if i==0 else 2), False,
name="'stage%d_unit%d' % (i + 1, 1), bottle_neck=bottle_neck, workspace=workspace,
memonger=memonger)
for j in range(units[i]-1):
body = residual_unit(body, filter_list[i+1], (1,1), True, name='stage%d_unit%d' % (i + 1, j + 2),
bottle_neck=bottle_neck, workspace=workspace, memonger=memonger)
bnl = mx.sym.BatchNorm(data=body, fix_gamma=False, eps=2e-5, momentum=bn_mom, name='bnl')
relul = mx.sym.Activation(data=bnl, act_type='relu', name='relul')
# Although kernel is not used here when global_pool=True, we should put one
pooll = mx.sym.Pooling(data=relul, global_pool=True, kernel=(7, 7), pool_type='avg', name='pooll')
flat = mx.sym.Flatten(data=pooll)
fcl = mx.sym.FullyConnected(data=flat, num_hidden=num_classes, name="'fcl')
if dtype == 'floatl6':
fcl = mx.sym.Cast(data=fcl, dtype=np.float32)
return mx.sym.SoftmaxOutput(data=fcl, name='softmax')

https://goo.gl/UBJwvF



CIFAR10 PyTorch (ResNetl18)

# Model
print('==> Building model.."')
# net = VGG('VGG19')

net = ResNet18()

# net = PreActResNet18()
# net = GooglLeNet()

# net = DenseNet121()

# net = ResNeXt29 2x64d()
# net = MobileNet()

# net = MobileNetV2()

# net = DPN92()

# net = ShuffleNetG2()

# net = SENet18()

= net.to(device)

-
4]
+

https://goo.gl/HjDRZC



CIFAR10 Gluon (ResNet64_v2)

34 class ResNetl1l64_v2(nn.HybridBlock):
def __init__ (self, num_classes, verbose=False):
super(ResNet164_v2, self).__init__ ()
self.verbose = verbose
with self.name_scope():
net = self.net = nn.HybridSequential()
# block 1
net.add(nn.Conv2D(64, 3, 1, 1, use_bias=False))
# block 2
for _ in range(27):
net.add(Residual_v2_bottleneck(64))
# block 3
net.add(Residual_v2_bottleneck(128, same_shape=False))
for _ in range(26):
net.add(Residual_v2_bottleneck(128))
# block 4
net.add(Residual_v2_bottleneck(256, same_shape=False))
for _ in range(26):
net.add(Residual_v2_bottleneck(256))
# block 5
net.add(nn.BatchNorm())
net.add(nn.Activation('relu'))
net.add(nn.AvgPoo12D(8))
net.add(nn.Dense(num_classes))

https://goo.gl/9D5t80
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https://github.com/gluon-api/gluon-api

Framework  _. ._, .

RLRBEEE
Google 3NS5 H

TensorFlow
Keras
TensorFlow.js

Facebook Amazon
Torch MXNET
PyTorch
Caffe2

Microsoft

CNTK
CNTK2

Core ML
Chainer



MicrosofttAWS., T+—275—=>4 DI Gluon|
A —T ) —RNB

[ KXMicrosoft&kAmazon.com#zZzTHDAWS (Amazon Web
Services) (108128 R#BFR) . T4—T5—=2T D54
T3V ELVA37—ADIGluon | (T IL—F> :O+—9FET
e 9 HEENDHLHAESNAERAFELNSIERKR) ZGitHUbT
NELI=ER KL=, 1 X[LApache License 2.0, |
[Gluonld., kA LE=2—JILRxYET—oDaAVR—R UMD E
FUEFES>THREEETILEZERT 5= D5 MY T LVAPI
’E?ﬂ,ﬂ'é OVR—R DT —2BEERIRIZIRZ 516
SFE T ICENTULVELEERETE, tt$xE’]F'EEJ$(Z:E7_:)l/’E1‘§
ﬁf%étuoj
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https://github.com/gluon-api/gluon-api/

The Gluon API Specification

[0 The Gluon API specification is an effort to improve
speed, flexibility, and accessibility of deep learning
technology for all developers, regardless of their
deep learning framework of choice. The Gluon API
offers a flexible interface that simplifies the process
of prototyping, building, and training deep learning
models without sacrificing training speed.




It offers four distinct advantages:

[0 Simple, Easy-to-Understand Code: Gluon offers a full
set of plug-and-play neural network building blocks,
including predefined layers, optimizers, and initializers.

O Flexible, Imperative Structure: Gluon does not require
the neural network model to be rigidly defined, but rather
brings the training algorithm and model closer together to
provide flexibility in the development process.

O Dynamic Graphs: Gluon enables developers to define
neural network models that are dynamic, meaning they
can be built on the fly, with any structure, and using any
of Python’s native control flow.

0 High Performance: Gluon provides all of the above
benefits without impacting the training speed that the

~underlying engine provides.
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Converter®{E R4

: Htensorﬂosz_converter\
--input_format=tf_saved_model \
--output_node_names="probabilities,classes' \
--saved_model_tags=serve \
Jexport/Servo/* \

./webapp/model
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MXNet Model Zoo (FlFEFEHDETILEY)

0 CNN
B ImageNet
CIFAR10
PASCAL VOC
UCF101
Places2
Multimedia Commons

NN
Penn Treebank (PTB)
Shakespeare

IMDB reviews
Facebook bAbI

]
HEEEENENEENNHNRHN

~  https://mxnet.apache.org/model_zoo/index.html


http://image-net.org/
https://www.cs.toronto.edu/~kriz/cifar.html
http://host.robots.ox.ac.uk/pascal/VOC/
http://crcv.ucf.edu/data/UCF101.php
http://places2.csail.mit.edu/download.html
https://aws.amazon.com/public-datasets/multimedia-commons/
https://catalog.ldc.upenn.edu/LDC95T7
http://cs.stanford.edu/people/karpathy/char-rnn/
https://getsatisfaction.com/imdb/topics/imdb-data-now-available-in-amazon-s3
https://research.facebook.com/researchers/1543934539189348

Café Model Zoo

O Berkeley-trained models O GoogleNet GPU

[0 Network in Network implementation from
model Princeton.

00 Models from the BMvC- O Fully Convolutional
2014 paper "Return of Networks for Semantic
the Devil in the Details: Segmentation (FCNs)
Delving Deep into O CaffeNet fine-tuned for
Convolutional Nets" Oxford flowers dataset

0 Models used by the VGG O CNN Models for Salient
team in ILSVRC-2014 Object Subitizing.

O Places-CNN model from O Deep Learning of Binary
MIT. Hash Codes for Fast

Image Retrieval .....

https://github.com/BVLC/caffe/wiki/Model-Zoo


https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo
https://github.com/BVLC/caffe/wiki/Model-Zoo

Caffe2 Model Zoo

O bvlc alexnet
0 bvlc googlenet
[0 densenetl121
[0 detectron

1 inception vl
[ inception v2
[0 resnet50

[J squeezenet

O vggilo
O zfnet

https://github.com/caffe2/models


https://github.com/caffe2/models/tree/master/bvlc_alexnet
https://github.com/caffe2/models/tree/master/bvlc_googlenet
https://github.com/caffe2/models/tree/master/densenet121
https://github.com/caffe2/models/tree/master/detectron
https://github.com/caffe2/models/tree/master/inception_v1
https://github.com/caffe2/models/tree/master/inception_v2
https://github.com/caffe2/models/tree/master/resnet50
https://github.com/caffe2/models/tree/master/squeezenet
https://github.com/caffe2/models/tree/master/vgg19
https://github.com/caffe2/models/tree/master/zfnet

Gluon Model Zoo (FlI#FHDETILEY)

0 AlexNet

1 DenseNet

[0 Inception V3
[J ResNet V1
[0 ResNet V2
[0 SqueezeNet
0O VGG

1 MobileNet

[0 MobileNetV?2

https://goo.gl/rWP062


https://arxiv.org/abs/1404.5997
https://arxiv.org/abs/1608.06993
http://arxiv.org/abs/1512.00567
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1512.03385
https://arxiv.org/abs/1602.07360
https://arxiv.org/abs/1409.1556
https://arxiv.org/abs/1704.04861
https://arxiv.org/abs/1801.04381

TensorFlow Hub


https://www.tensorflow.org/hub/

Image Modules

[1 For image classification, two kinds of modules are
available:

[0 Modules to do image classification with the
particular classes that the module has been trained
for.

[0 Modules to extract image feature vectors, (a.k.a.
"bottleneck values") for use in custom image
classifiers. (This is elaborated in the image
retraining tutorial.)

0 Click on a module to view its documentation, or
reference the URL from the TensorFlow Hub library
like so:

O m = hub.Module("https://tfhub.dev/...")


https://www.tensorflow.org/hub/common_signatures/images
https://www.tensorflow.org/hub/common_signatures/images
https://www.tensorflow.org/hub/tutorials/image_retraining

Image Module

[l Inception V1

[1 Inception V2

[1 Inception V3

[1 Inception-ResNet V2

[1 MobileNet V1

[0 MobileNet V1 instrumented for quantization with
TF-Lite ("/quantops")

[1 MobileNet V2

[0 NASNet-A large

[0 NASNet-A mobile.

[0 PNASNet-5 large

[0 ResNet V1 / V2



Text Modules

0 Universal Sentence Encoder

Encoder of greater-than-word length text trained on a
variety of data. universal-sentence-encoder

1 ELMo

Deep Contextualized Word Representations trained on
the 1 Billion Word Benchmark. elmo

0 NNLM embedding trained on Google News
[0 Word2vec trained on Wikipedia



https://tfhub.dev/google/universal-sentence-encoder/1
https://tfhub.dev/google/elmo/1

Other Modules

[0 Generative Adversarial Networks
progan-128

[1 DEep Local Features (DELF)

delf



https://tfhub.dev/google/progan-128/1
https://tfhub.dev/google/delf/1

import tensorflow as tf
import tensorflow_hub as hub

with tf.Graph().as_default():

embed = hub.Module("https://tfhub.dev/google/nnim-en-
dim128-with-normalization/1")

embeddings = embed(["A long sentence.", "single-word",
"http://example.com"])

with tf.Session() as sess:
sess.run(tf.global_variables_initializer())
sess.run(tf.tables_initializer())

print(sess.run(embeddings))
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https://github.com/onnx/onnx

ONNX

0 Frameworks

Scaffez S Chainer ()TK $80|||1(I|11;:we

MRSIEL O PyTorch 4 PaddlePaddle

[0 Converters

o F

[0 Runtimes

L d

(inteD Al <SAnNVIDIA. B8 Windows A SOPHON Qualcomm



Microsoft&Facebook, AIRgREERITA—T >
y—Z2782xIFONNX]

[ KMicrosoft&kFacebookl|Z9 A 7 H (IR #hkFRkE]) . AT (N TN
BE)RAREBEN IL—LT—IBDRAVFEEEIZTESLLDICT
BA—T)—RT7OT I 0Open Neural Network
Exchange (ONNX) JZ2BL=ERFTLE=, GitHUbT ARSI
T4, |

TONNXIE. HAHAITL—LT—UTRELE-ZEETILEZEL
SEMEE AT LICHREICHYBZASAZEZBELTHY.
Facebook® I Caffe2 |&IPyTorch]. Microsoftdl Cognitive
Toolkit (CNTK) 1ZHR—F9 5%, FacebooklZONNXD =12,
Caffe2&PyTorch@ A %=7v7T—kLT=, PyTorch®=—a1—
IV T—DOFET JLECaffe2lc T 7RATES, |

http://www.itmedia.co.jp/news/articles/1709/08/news051.html


https://github.com/onnx
http://www.itmedia.co.jp/news/articles/1704/20/news084.html

Apache MXNet T ONNX Z#HHK—Fk

TAWS [ ONNX-MXNet OFIAHRAEIBZFRFKLELIz. NI
Open Neural Network Exchange (ONNX) F4—75—=
VT FET ILE Apache MXNet [T/ R—bFB=80DA—T>
*)—R Python /\v5s—UT9 , MXNet [FFREL-RBEXRZ
FFRAT—SNWETA—T5—=29 IJL—LD—5T, Python.
Scala.R &LV AKDEFEICXL API Z#iRHELFET . MXNet
T ONNX e ZFHR—r95_ET, BAFREIL PyTorch,
Microsoft Cognitive Toolkit, Caffe2 %4& . thdDIL— L
J—%#FRALTETIERBELEYN —=20T 358N TE
F9 . F. BEICRBEIESNFRT—5TILIGEIOOUD
MXNet ZFERAL-EHRISL. ZOLE=ETILE MXNet 2142
R—h5EHTEET, |

https://goo.gl/2bEWNv


https://github.com/onnx/onnx-mxnet
http://onnx.ai/

Open Neural Network Exchange
(ONNX)

0 Open Neural Network Exchange (ONNX) is the first step
toward an open ecosystem that empowers Al developers
to choose the right tools as their project evolves. ONNX
provides an open source format for AI models. It defines
an extensible computation graph model, as well as
definitions of built-in operators and standard data types.
Initially we focus on the capabilities needed for
inferencing (evaluation).

[0 Caffe2, PyTorch, Microsoft Cognitive Toolkit, Apache
MXNet and other tools are developing ONNX support.
Enabling interoperability between different frameworks
and streamlining the path from research to production will
increase the speed of innovation in the AI community. We
are an early stage and we invite the community to submit

feedback and help us further evolve ONNX.
https://github.com/onnx/onnx


http://onnx.ai/

Overview

Deep learning with neural networks is accomplished
through computation over dataflow graphs. Some
frameworks (such as CNTK, Caffe2, Theano, and
TensorFlow) make use of static graphs, while others
(such as PyTorch and Chainer) use dynamic graphs.
However, they all provide interfaces that make it
simple for developers to construct computation
graphs and runtimes that process the graphs in an
optimized way. The graph serves as an Intermediate
Representation (IR) that captures the specific intent
of the developer's source code, and is conducive for
optimization and translation to run on specific devices

(CPU, GPU, FPGA, etc.).

https://github.com/onnx/onnx/blob/master/docs/Overview.md



Why a common IR?

Today, each framework has its own proprietary
representation of the graph, though they all provide
similar capabilities — meaning each framework is a
siloed stack of API, graph, and runtime. Furthermore,
frameworks are typically optimized for some
characteristic, such as fast training, supporting
complicated network architectures, inference on
mobile devices, etc. It's up to the developer to select
a framework that is optimized for one of these
characteristics. Additionally, these optimizations may
be better suited for particular stages of development.
This leads to significant delays between research and

production due to the necessity of conversion.

https://github.com/onnx/onnx/blob/master/docs/Overview.md



Why a common IR?

With the goal of democratizing Al, we envision empowering
developers to select the framework that works best for their
project, at any stage of development or deployment. The
Open Neural Network Exchange (ONNX) format is a common
IR to help establish this powerful ecosystem.

By providing a common representation of the computation
graph, ONNX helps developers choose the right framework
for their task, allows authors to focus on innovative
enhancements, and enables hardware vendors to streamline
optimizations for their platforms.

ONNX is desighed to be an open format. We welcome
contributions from the community and encourage everyone
to adopt ONNX in their ecosystem.

https://github.com/onnx/onnx/blob/master/docs/Overview.md



Model Metadata

Name Type Format

ir_version int64
opset_import

Valid
domain string DNS
name

model_version int64

producer_name  string

producer_version string

Description

The version of the IR
format specification

Custom operator sets
imported by the model

A namespace for the

model, following the style
of package names, that is,
reverse DNS domain name.

The version of the model

Name of framework/tool
that generated this model

Version of the
framework/tool that
generated this model

https://goo.gl/Nc8tUe



Graphs

[0 Each computation dataflow graph is structured as a
list of nodes that form a graph. Each node is a call
to an operator. Nodes have zero or more inputs,
one or more outputs, and zero or more attribute-
value pairs. Additionally, a valid ONNX graph must
fulfill the following requirements:

® The graph MUST be free of cycles.

® The graph MUST be in SSA (static single
assignment) form, meaning outputs of all nodes
are unique.

® The nodes list MUST be in topologically sorted
order, meaning if input of node N2 is the output of

node N1, N2must appear after N1 in the nodes list.



NNEF

Dec 20, 2017



https://www.khronos.org/nnef

NNEF - Solving Neural Net Fragmentation

Before NNEF - NN Training and Inferencing Fragmentation

O Caffez
C affe Tensor
I Microsoft
kI *torch CNTK
] theano

NN Authoring Framework 1

NN Authoring Framework 2

NN Authoring Framework 3

Inference Engine 1

Inference Engine 2

Every Tool Needs an Exporter to
Every Accelerator

Inference Engine 3

With NNEF- NN Training and Inferencing Interoperability

é Caffe2 "?
C affe Tensor

¥ Microsoft
‘I *och CNTK

theano

NN Authoring Framework 1

NN Authoring Framework 2

NN Authoring Framework 3

NNEF

Inference Engine 1

Inference Engine 2

Inference Engine 3

Optimization and processing tools




Neural Network Exchange Format (NNEF)

[0 NNEF reduces machine learning deployment
fragmentation by enabling a rich mix of neural
network training tools and inference engines to be
used by applications across a diverse range of
devices and platforms. The release of NNEF 1.0 as
a provisional specification enables feedback from
the industry to be incorporated before the
specification is finalized - comments and feedback
are welcome on the NNEF GitHub repository.

https://www.khronos.org/nnef



Goal of NNEF

[0 The goal of NNEF is to enable data scientists and
engineers to easily transfer trained networks from
their chosen training framework into a wide variety
of inference engines. A stable, flexible and
extensible standard that equipment manufacturers
can rely on is critical for the widespread
deployment of neural networks onto edge devices,
and so NNEF encapsulates a complete description
of the structure, operations and parameters of a
trained neural network, independent of the training
tools used to produce it and the inference engine
used to execute it.
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PWAY > JL https://tfis-doodle-recognition-pwa.netlify.com/

FEEAETILZO—FT S

19 // load the pre-trained model
const model = await loadFrozenModel(modelUrl, weightsUrl);
console. log('Loaded model:', model);

FREAETIVERITLTHRT S

43 // perform recognition
const output = model.execute({[INPUT_NODE_NAME]: input}, OUTPUT_NODE_NAME);
const probabilities = output.dataSync();

REDN XA EFR

doodle/examples/tensorflow js simple/src/index.js

https://goo.gl/rfX9fk


https://github.com/maru-labo/doodle
https://github.com/maru-labo/doodle/tree/master/examples
https://github.com/maru-labo/doodle/tree/master/examples/tensorflow_js_simple
https://github.com/maru-labo/doodle/tree/master/examples/tensorflow_js_simple/src
https://tfjs-doodle-recognition-pwa.netlify.com/

Web application with Doodle image recognition
via TensorFlow.js

FEEAETILZEO—FT S

52 async created() {
console. log('Loading model from ', this.modelUrl, this.weightsUrl)
try {
this._model = await loadFrozenModel(this.modelUrl, this.weightsUrl)
}

FEBFAETINEETLTHERT S
67 recognize(imageData) {
tf.tidy(() => {
const img = tf.fromPixels(imageData, 1).toFloat()
const v255 = tf.scalar(255.)
const grayscaled = tf.div(tf.sub(v255, img), v255)
const results = this._model.execute({
'image_1': grayscaled.expandDims(0Q)

})
this.probabilities = Array.from(results['probabilities'].dataSync())
this.classes = Array.from(results['classes'].dataSync())

})

doodle/examples/tensorflow js/src/cmps/doodle.vue



https://github.com/maru-labo/doodle
https://github.com/maru-labo/doodle/tree/master/examples
https://github.com/maru-labo/doodle/tree/master/examples/tensorflow_js
https://github.com/maru-labo/doodle/tree/master/examples/tensorflow_js/src
https://github.com/maru-labo/doodle/tree/master/examples/tensorflow_js/src/cmps

WebCam ImageNet Recognition
https://tfjs-mobilenet-webcam.netlify.com/

FEEAETIL(ImageNet) ZO0—F ¥ 5

18 window.onload = async () => {

const model await loadFrozenModel(
MODEL_PATH_PREFIX + MODEL_FILENAME,
MODEL_PATH_PREFIX + WEIGHTS_FILENAME);

FREAETIVERITLTHRT S

guessButton.addEventListener('click', () => {

const predictions = tf.tidy(() => {
const input = webcam.capture();
console. log('Invoking model.execute() with input:', input);
const output = model.execute({[INPUT_NODE_NAME]: input}, OUTPUT_NODE_NAME);
console. log('output:', output);
return output.dataSync();
});

https://github.com/maru-labo/tfjs-mobilenet-webcam


https://tfjs-mobilenet-webcam.netlify.com/

NNVM Compiler:
Open Compiler for AI Frameworks

Oct 6, 2017


http://www.tvmlang.org/2017/10/06/nnvm-compiler-announcement.html

TVM: An End to End IR Stack for Deploying Deep
Learning Workloads on Hardware Platforms

Deep learning has become ubiquitous and indispensable.
Part of this revolution has been fueled by scalable deep
learning systems, such as TensorFlow, MXNet, Caffe and
PyTorch. Most existing systems are optimized for a narrow
range of server-class GPUs, and require significant effort be
deployed on other platforms such as mobile phones, IoT
devices and specialized accelerators (FPGAs, ASICs). As the
number of deep learning frameworks and hardware
backends increase, we propose a unified intermediate
representation (IR) stack that will close the gap between the
productivity-focused deep learning frameworks, and the
performance- or efficiency-oriented hardware backends.

http://www.tvmlang.org/2017/08/17/tvm-release-announcement.html



Deep Learning Frameworks

The gap between frameworks and
hardware backends
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NNVM Compiler:
Open Compiler for AI Frameworks

Deep learning has become ubiquitous and
indispensable. We are seeing a rising need for
deploying deep learning workloads on many kinds of
platforms such as mobile phones, GPU, IoT devices
and specialized accelerators. Last month, we
announced TVM stack to close the gap between deep
learning frameworks, and the performance- or
efficiency-oriented hardware backends. TVM stack
makes it easy to build an end to end compilation for a
deep learning framework. However, we think it would
even be better to have a unified solution that works
for all frameworks.

http://www.tvmlang.org/2017/10/06/nnvm-compiler-announcement.html
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m = MXNet("mnist.py", H— t“x F’)‘ﬁ %

role=role,

train_instance_count=1,

train_instance_type="ml.c4.xlarge", =n=

hyperparameters={'batch_size": 100, axX E"'
'‘epochs': 20,
'learning_rate': 0.1, ﬁg%j—_“)[/&
'momentum’: 0.9,

'log_interval': 100}) &)l % A 7_'—90)%:9{

fit m.fit(inputs)

deploy [ NHEH T —

predict [ L ]

response = predictor.predict(data) o
print int(response) )OI Xk LAR A
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m = MXNet("mnist.py",

role=role,

train_instance_count=1, MXN Eto)

train_instance_type="ml.c4.xlarge",

hyperparameters={'batch_size': 100, M N ISTo)
'epochs': 20, —— —
'learning_rate': 0.1, GIUO“':T}l/

'momentum’: 0.9,
'log_interval': 100})

https://goo.gl/Sjsnc5

ETILmDIIHEE: fit
m.fit(inputs)

HeEmT > Y predictoréLCELiE: deploy

predictor = m.deploy(initial_instance_count=1, instance_type="'ml.m4.xlarge")

HEERDE1T: predict

response = predictor.predict(data)
print int(response)




:Ej__\\)l/md)gi,ﬁ ﬂ)jo)b 2

m = MXNet("cifar10.py",

role=role,

train_instance_count=2, MXN Eto)

train_instance_type="ml.p2.xlarge", i

hyperparameters={'batch_size': 128, CIfa r 1 o q? e
'‘epochs': 50, ResNett7TJ)l
'learning_rate': 0.1,
'momentum’: 0.9}) https://goo.gl/DQhQCP

ETILmDIIHEE: fit
m.fit(inputs)

HeEmT > Y predictoréLCELiE: deploy

predictor = m.deploy(initial_instance_count=1, instance_type="'ml.m4.xlarge")

HEERDE1T: predict

for i, img in enumerate(image_data):
response = predictor.predict(img)
print(‘image {}: class: {}'.format(i, int(response)))




EFJLmnist_estimator® 4 i H>F)L 3

mnist_estimator = TensorFlow(entry_point="mnist.py', Tensorflow?

role=role,
training_steps=1000, MNIST
evaluation_steps=100, ﬁ%&::j—-‘ L

train_instance_count=2,
train_instance_type="ml.c4.xlarge") https://goo.gl/otk9Cd

ETJ)Lmnist_estimator®il#E: fit

mnist_estimator.fit(inputs)

T o2 mnist_predictor& L CERE: deploy

mnist_predictor = mnist_estimator.deploy(initial_instance_count=1,
instance_type="'ml.m4.xlarge"')

HEERDE1T: predict

predict_response = mnist_predictor.predict(tensor_proto)




£ JLestimator® &L

estimator = TensorFlow(entry_point="resnet_cifar_10.py’, T4
source_dir=source_dir,
role=role, Tensorflow®)
hyperparameters={'min_eval_frequency": 10}, cifari100

training_steps=1000, evaluation_steps=100, _——
train_instance_count=2, train_instance_type='ml.c4.xlarge’, ResNett7 I/l

base_job_name="tensorboard-example') https://qoo.qgl/yRzhTE

£ )Lestimator®ifE: fit

estimator.fit(inputs, run_tensorboard_locally=True)

HeEmT > Y predictoréLCELiE: deploy

predictor = estimator.deploy(initial_instance_count=1, instance_type='ml.m4.xlarge")

HEERDE1T: predict

response = predictor.predict(data)
print int(response)



https://goo.gl/yRzhTE
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SageMaker Built-in Algorithm
L, VoS mIntz

I:III

[0 Linear Learner https://goo0.gl/4GSsV8

[0 Factorization Machines https://goo.gl/1J9c3T

[0 XGBoost Algorithm https://goo.gl/GDnlLgd

[0 Image Classification Algorithm https://goo.gl/nc3k2k
[0 SageMaker Sequence2Sequence https://goo.gl/McXLj2
[0 K-Means Algorithm https://goo.gl/V2HWiy

0 Principal Component Analysis https://goo.gl/cXFGPF

[0 Latent Dirichlet Allocation (LDA) https://goo.gl/X6n54E
[0 Neural Topic Model (NTM) https://goo.gl/Fgbdhg

[0 DeepAR Forecasting https://goo.gl/gtsyQ6

[0 BlazingText https://goo.gl/Yktcm1

https://goo.gl/9xZdL4



https://goo.gl/4G9sV8
https://goo.gl/jJ9c3T
https://goo.gl/GDnLgd
https://goo.gl/nc3k2k
https://goo.gl/McXLj2
https://goo.gl/V2HWiy
https://goo.gl/cXFGPF
https://goo.gl/X6n54E
https://goo.gl/Fgbdhg
https://goo.gl/gtsyQ6
https://goo.gl/Yktcm1

containers = {'us-west-2": '174872318107.dkr.ecr.us-west-2.amazonaws.com/linear-learner:latest’,
'us-east-1":'382416733822.dkr.ecr.us-east-1.amazonaws.com/linear-learner:latest’,
'us-east-2": '404615174143.dkr.ecr.us-east-2.amazonaws.com/linear-learner:latest’,
'eu-west-1": '438346466558.dkr.ecr.eu-west-1.amazonaws.com/linear-learner:latest'}

import boto3
import sagemaker

sess = sagemaker.Session()

linear = sagemaker.estimator.Estimator(containers[boto3.Session().region_name],
role,
train_instance_count=1,
train_instance_type="'ml.c4.xlarge’,
output_path=output_location,

sagemaker_session=sess) An Introduction to
linear.set_hyperparameters(feature_dim=784, Linear Learner
predictor_type="binary_classifier’, with MNIST

mini_batch_size=200)

linear.fit({'train': s3_train_data})

linear_predictor = linear.deploy(initial_instance_count=1,
instance_type="ml.m4.xlarge")

result = linear_predictor.predict(train_set[0][30:31])
print(result)
https://goo.gl/URsZqV



containers = {'us-west-2": '174872318107.dkr.ecr.us-west-2.amazonaws.com/factorization-machines:latest',
'us-east-1": '382416733822.dkr.ecr.us-east-1.amazonaws.com/factorization-machines:latest’,
'us-east-2": '404615174143.dkr.ecr.us-east-2.amazonaws.com/factorization-machines:latest’,
'eu-west-1": '438346466558.dkr.ecr.eu-west-1.amazonaws.com/factorization-machines:latest'}

import boto3
import sagemaker

sess = sagemaker.Session()

fm = sagemaker.estimator.Estimator(containers[boto3.Session().region_name],
role,
train_instance_count=1,
train_instance_type="'ml.c4.xlarge’,
output_path=output_location,
sagemaker_session=sess)
fm.set_hyperparameters(feature_dim=784,
predictor_type="'binary_classifier’,
mini_batch_size=200,
num_factors=10)

, _ _ An Introduction to
fm.fit({'train": s3_train_data}) Eactorization'Machines
with MNIST

fm_predictor = fm.deploy(initial_instance_count=1,
instance_type='ml.m4.xlarge")

re_sult = fm_predictor.predict(train_set[0][30:31])
print(result) https://goo.gl/u2UDvq



# select the algorithm container based on this notebook's current location
containers = {
'us-west-2": '266724342769.dkr.ecr.us-west-2.amazonaws.com/Ida:latest’,
'us-east-1": '766337827248.dkr.ecr.us-east-1.amazonaws.com/Ida:latest’,
'us-east-2':'999911452149.dkr.ecr.us-east-2.amazonaws.com/Ida:latest’,
'eu-west-1":'999678624901.dkr.ecr.eu-west-1.amazonaws.com/lda:latest’
}

region_name = boto3.Session().region_name
container = containers[region_name]

print('Using SageMaker LDA container: {} ({})'.format(container, region_name))

session = sagemaker.Session()

# specify general training job information
Ida = sagemaker.estimator.Estimator(
container,
role,

output_path="s3://{}/{}/output'.format(bucket, prefix),
train_instance_count=1,
train_instance_type="'ml.c4.2xlarge’,

sagemaker_session=session,

https://goo.gl/rGgbl]9o



# set algorithm-specific hyperparameters

Ida.set_hyperparameters(
num_topics=num_topics,
feature_dim=vocabulary_size,
mini_batch_size=num_documents_training,
alpha0=1.0,

)

# run the training job on input data stored in S3
Ida.fit({'train": s3_train_data})

Ida_inference = Ida.deploy(
initial_instance_count=1,
instance_type='ml.m4.xlarge', # LDA inference may work better at scale on ml.c4 instances

)

results = Ida_inference.predict(documents_test[:12]) _
print(results)

https://goo.gl/rGgbl]9o



Tensorflow Estimator

“Tensorflow, Machine Learning and Learning to
learn” Sherry Moore


https://www.tensorflow.org/programmers_guide/estimators
https://goo.gl/Gr2jvX

. Models in a box
Canned Estimators nE

<
tf.layers

TensorFlow Distributed Execution Engine

Build models




conv 5x5 (relu)
max pool 2x2
conv 5x5 (relu)
max pool 2x2
dense (relu)

dropout 0.5

dense (linear)

tf

tf

tf.

tf.

tf.

tf

tf.

. layers.
. Layers.
layers.
layers.:
layers.
. Layers.

layers.

(x, kernel_size=[5,5], ...)
(x, kernel_size=[2,2],
(x, kernel_size=[5,5], ...)
(x, kernel_size=[2,2],
(x, activation_fn=tf.nn.relu)
(X, 0.5)

(x)



Estimator

inputs, labels

predictions




Estimator

inputs, labels

Sessions,
Graphs,
Loops




area = real_valued_column(“square_foot”),
rooms = real_valued_column(“num_rooms”),
zip_code = sparse_column_with_integerized_feature(“zip_code”, 100000)

regressor = LinearRegressor(feature_columns=[area, rooms, zip_code])

classifier.fit(train_input_fn)

classifier.evaluate(eval_input_fn)




estimator.evaluate() estimator.train()

¥ N

start TensorFlow server



TF_CONFIG = {
"cluster": {
"chief": ["chief.example.com:2222"],
"worker": ["workerO.example.com:2222",
"workerl.example.com:2222",
"worker2.example.com:2222"],
"ps": ["psO.example.com:2222",
"psl.example.com:2222"]
},
"task": {"type": "worker", "index": 1},

"model_d1ir": "/path/to/model",




# Create an Estimator

est = tf.estimator.Estimator(...)

# Start training, eval, or PS
tf.estimator.train_and_evaluate(

est,

training_input_fn=..., # Specify training inputs

[EvalSpec(eval_input_fn, ...)]) # Specify eval configuration

# This code can run on all nodes
# Configured by environment TF_CONFIG
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